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Abstract

This proposal introduces research to be conducted with a particular interest in jointly parsing syntax (via
CCG) and semantics (via AMR) for English. I hypothesize that a versatile linguistic formalism like
Combinatory Categorial Grammar (CCG) will allow us to both improve accuracy by incorporating strong
inductive biases to this complex task, and at the same time improve explainability by conserving con-
stituent structure and relying on linguistic theory. I propose a formalism for integrating CCG syntax with
AMR semantics, and I describe how I will build a CCG friendly lexicon using AMR node and relation
alignments. I will build a transition-based CCG parser that integrates supertagging and parsing. Finally, I
will implement a joint AMR-CCG parser and give a detailed evaluation of its performance.

1 Introduction

One task within natural language understanding (NLU) that is of much interest both as an important
benchmark and for linguistic analysis and interpretability is semantic parsing. However, there are two
obstacles for semantic parsing research. First, semantic parsing has proven to be a difficult task due in
large part to structural complexity and ambiguity inherent in the task. Second, it is not clear when and
how semantic parsing will be usable in NLU because the widespread use of neural networks makes the
usefulness of symbolic representations at best dubious. My dissertation will focus on a research hypothesis
intended to address both obstacles: introducing strong linguistic inductive biases such as jointly parsing
syntax and semantics and building up semantics compositionally will improve semantic parsing while
also making semantic parsers more interpretable.

For the first obstacle, I take the position that the difficulty of semantic parsing can be addressed by
incorporating strong inductive biases based on what we know is true of language. I will propose a parser
that preserves constituency, applies semantic composition to build up semantic units, and has a consistent
procedure for dealing with long-distance dependencies.

For the second obstacle, I take the position that the most important value of semantic parsing is
explainability. I propose that NLU systems need modules that give insight into what the model is
“thinking” when it predicts a given output. This type of module for predicting a symbolic semantic
representation as a subtask would be useful both for scientific analysis and for testing and improving our
deep learning models.

With these two goals in mind, I will do the following with a particular interest in jointly parsing syntax
(via CCG; Steedman, 2000a) and semantics (via AMR; Banarescu et al., 2013) for English. I hypothesize
that a versatile linguistic formalism like Combinatory Categorial Grammar (CCG) will allow us to both
improve accuracy by incorporating strong inductive biases to this complex task, and at the same time
improve explainability by conserving constituent structure and relying on linguistic theory. I will
1. design a formalism for integrating CCG with AMR semantics (Blodgett and Schneider, 2019),
2. given AMR alignments from nodes to tokens, automatically align relations,
3. build a transition-based CCG parser, and
4. build a joint AMR - CCG parser that composes AMR subgraphs according to the rules of CCG while
jointly predicting the right CCG parse.
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Further details are described below. There are precedents for transition-based parsing used for both
syntactic (Dyer et al., 2015) and semantic parsing (Naseem et al., 2019; Ballesteros and Al-Onaizan,
2017). I have experience implementing a transition-based AMR parser because of my work at IBM, and I
can adapt that approach to this new research.

2 Research Question and Motivation

I hypothesize that introducing strong linguistic inductive biases such as jointly parsing syntax and
semantics and building up semantics compositionally will improve semantic parsing while also making
semantic parsers more interpretable. My main research questions are as follows. First, is syntax—and in
particular CCG—an effective way to add inductive biases to AMR parsing, thus improving performance?
Second, does the introduction of syntax make semantic parsing more interpretable?

Why syntax. The main benefit of syntax (in particular CCG) to a transition-based semantic parser is the
inductive bias on order of composition. Transition-based AMR parsers already combine smaller elements
into larger ones and build intermediary graph embeddings based on the elements being combined—it
could be argued that this is similar to composition. But, the order in which these elements are combined
do not follow any particular principle, rather an arbitrary order is chosen by the oracle. Additionally,
typically only information from content words is kept in the intermediary graph embeddings, so function
words which may provide useful information about word senses and argument structure are thrown away.
Adding a syntactically motivated order of composition to the parser would (1) force the parser to use
more information in making decisions and better rely on transfer learning like BERT or RoBERTa, and
(2) allow the parser to train using an ordering of actions that is more consistent—at least with respect to
linguistic principles—and thus reducing noise in the training data.

Why CCG. CCG is a grammar formalism with robust parsers—it performs well on text from many
different domains—and a transparent mapping between syntax and semantics. This means that (1) it is
possible and fairly simple to adapt CCG to output AMRs, and (2) the resulting derivations are equally
interpretable in terms of their syntax and semantics at each step.

3 Background

3.1 AMR Parsing: Background
AMR parsers rely on a wide variety of architectures and strategies, but can generally be separated
into transition-based (Naseem et al., 2019; Ballesteros and Al-Onaizan, 2017; Liu et al., 2018; Wang
et al., 2016), composition-based (Artzi et al., 2015; Misra and Artzi, 2016; Beschke and Menzel, 2018),
factorization-based (Flanigan et al., 2014b; Lyu and Titov, 2018), or encoder-decoder (Zhang et al.,
2019a,b; van Noord and Bos, 2017) approaches. This taxonomy is adapted from Oepen et al. (2019).

Difficulty of AMR Parsing. It is worth discussing several characteristics of AMR that make AMR
parsing difficult as an NLP task. (1) AMRs are unanchored to the sentence they represent, and so there
is no gold mapping between tokens and AMR components as a part of the representation, necessitating
(typically unsupervised) alignments for training data. (2) AMR graphs are structurally more complex
than other NLP representations such as dependency trees, in that AMRs are directed acyclic graphs,
allowing nodes to have multiple parents, necessitating more complex methods than those used in syntactic
parsing. (3) There is general a many-to-many relationship between AMR nodes and tokens with mappings
between: 1 token and 1 node, 1 token and many nodes, many tokens and 1 node, many tokens and many
nodes, tokens with no nodes aligned. (4) Additionally, under most methods of alignment, some AMR
nodes are unaligned and thus cannot be predicted from any particular token in a sentence. (5) AMR
prediction is implicitly a mixture of several complex subtasks—i.e., word sense disambiguation, named
entity recognition, semantic role labelling, and coreference resolution.
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3.1.1 Approaches
Approaches to AMR parsing can be approximately categorized into transition-based, composition-based,
factorization-based, and encoder-decoder architectures, explained as follows.

Transition-based. In transition-based approaches to AMR parsing, the aim is—instead of directly
predicting a graph—to predict a sequence of actions where each action represents an operation on either
the graph or the state of the parser. Transition-based parsers can generally incorporate more information
into a single decision, including their own history of actions, but they are also more sensitive to search
errors.

Composition-based. Approaches to semantic parsing that rely on a grammar or are inspired by the
linguistic notion of semantically composing language units are called composition-based architectures.
Composition-based architecture can use a grammar to constrain what types of operations are allowed,
thus reducing the search space. The size of the search space for these approaches depends on the power of
the grammar used as well as how robust it is to new data.

Factorization-based. Also called graph-based, factorization-based architectures aim to predict the best
scoring graph while treating an AMR graph’s score as the sum of scores of subgraphs. In the simplest
case, the score for an AMR would be the sum of scores of it’s nodes and it’s edges. In the more common
case, it would be the sum of scores of AMR components predicted for each token and the scores for
edges connecting them. Factorization-based methods rely on graph search algorithms to identify the best
scoring graph while typically assuming independence of components of the graph that are factored for
calculation the score. Factorization methods can be less prone to search error than transition-based or
composition-based methods since they consider the entire graph at once, but cannot incorporate as much
information into a single decision.

Encoder-Decoder. Approaches based on an encoder-decoder architecture include sequence-to-sequence
models (van Noord and Bos, 2017) and sequence-to-graph models (Zhang et al., 2019a,b). Approaches
based on a sequence-to-sequence architecture first linearize AMRs for training, predict linearized AMRs
using a sequence-to-sequence model such as an encoder-decoder BiLSTM with attention, and then de-
linearize the predicted AMR as a post-processing step. Graph-to-sequence models attempt to directly
predict a graph on the decoder side using a sequence encoder.

3.1.2 Common Sub-Strategies
In addition to the four classes of approaches discussed above, there are a number of smaller tasks that are
commonly used in different systems to improve performance.

Improved Alignments. Most AMR parsers are child (implicitly or explicitly) on alignments over
training data. There are no gold alignments for most of the gold AMRs commonly available (hand
alignments number in the hundreds and are used in evaluating alignment systems only), and so most
parsers rely on the output of automatic aligners for training. Automatic aligners will be discussed further
in §3.2. Since automatic alignments do not have full coverage (leaving some AMR nodes unaligned) or
gold quality, AMR parsers often see significant gains in performance from methods that improve these
alignments (Naseem et al., 2019; Liu et al., 2018; Chen and Palmer, 2017).

Mapping tokens to concepts. Given an AMR alignment mapping a token span to a single node, parsers
must train to predict the correct concept of that node. This subtask has a clear relationship with word sense
disambiguation—in particular PropBank (Kingsbury and Palmer, 2002) frame disambiguation—since
the parser must predict the correct sense for that token (or span). This subtask takes different forms in
different approaches, but in each case it’s useful to consider what information is being fed to the parser
when making this decision and, further, would that information be useful in a word sense disambiguation
setting.
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Rule-based Templates. Many alignments represent tokens mapping to many nodes in systematic but
individually rare patterns. This happens most often with named entities and date expressions, but it can
also happen with token spans whose AMR representation is complex by convention. Many parsers take
advantage of rule-based functions or templates to map these portions of the AMRs correctly (Naseem
et al., 2019; Lyu and Titov, 2018; Ballesteros and Al-Onaizan, 2017; Wang and Xue, 2017). These can
include templates for handling date expressions, names of countries, etc. and can be written by hand or
inferred from data.

Adding single nodes. Some alignments represent tokens mapping to two nodes where one is unique
and the other follows a predictable rule. Many cases like this result from AMR’s tendency to decompose
morphology such as negation (e.g., unlikely → likely-01 :polarity -), agentive suffixes (hunter
→ person :ARG0-of hunt-01), or theme suffixes (statement→ thing :ARG1-of state-01). Since
these patterns are predictable, some parsers treat predicting this additional node as a subtask, such as a
special action NEW in transition-based approaches (Naseem et al., 2019; Liu et al., 2018; Ballesteros and
Al-Onaizan, 2017).

Predicting Relations. Procedures for predicting relations vary widely depending on the parsing approach.
Graph prediction in factorization-based methods and LeftArc and RightArc actions in transition-based
approaches are two common methods. Predicting AMR relations also has a clear relationship with
semantic role labelling, and so it is worth thinking about what input is fed to this subtask and whether it
would be useful for an semantic role labelling task.

Handling Reentrancies. Since reentrancies are such a problem in AMR parsing, some parsing methods
duplicate nodes where there are reentrancies and try to predict the resulting tree (Zhang et al., 2019a,b),
and some have a special procedure for caching a node if it may have a reentrancy (Ballesteros and
Al-Onaizan, 2017; Naseem et al., 2019).

Transfer Learning. Transfer learning from pre-trained language models like BERT (Devlin et al.,
2019)—like in many other NLP tasks—have been shown to improve semantic parsing. In particular,
Naseem et al. (2019) shows that BERT is a better performing input than part-of-speech tags, universal
dependency parses, and named entity tags combined.

Intermediary Graph Embeddings. Since transition-based and composition-based parsers both build up
an AMR in a sequence of steps, it is useful and common (Naseem et al., 2019; Ballesteros and Al-Onaizan,
2017) to construct a new embedding at each step using the combined components as inputs, thus store an
embedding representation of the partially built graph.

3.2 AMR Alignment: Background
Automatic AMR alignment is a task that is typically performed with unsupervised or rule-based systems.
Methods include rule-based string matching and SMT-style alignment and can include a sentence or a
dependency parse as input. Alignment methods also vary in terms of components of the AMR that are
candidates for alignment: some align only nodes (Flanigan et al., 2014b; Liu et al., 2018) while some align
nodes and edges (Pourdamghani et al., 2014), and alignment methods can provide additional constraints
on the structure of scope of what is aligned (Szubert et al., 2018).

JAMR alignments (Flanigan et al., 2014b) align tokens to nodes using iterative application of an ordered
list of 14 rules which include exact and fuzzy matching and take advantage of idiosyncrasies of AMR
notation (e.g., the particular structures of governments, countries, dates, etc.).

ISI alignments (Pourdamghani et al., 2014) first linearize an AMR and then apply an expectation-
maximization alignment algorithm based on those designed for SMT. These include alignments of both
nodes and edges with coverage of nodes at 60.4% and coverage of edges at 16.8%.

TAMR alignments (Tuned Abstract Meaning Representation; Liu et al., 2018) are built on top of the
JAMR alignment system, but are tuned based on the performance of an oracle. The TAMR alignment
system uses the JAMR alignment rules, along with two others, to produce multiple sets of alignments
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node coverage relation coverage
JAMR 88.9 0.0

ISI 60.4 16.8
TAMR in progress

Table 1: Alignments comparison: coverage

designed to maximize recall. Then for each sentence, they use each set of alignments to produce an oracle
and save the set of alignments which perform best.

Several alignment systems attempt to incorporate syntax into AMR alignments. Szubert et al. (2018)
use a rule-based algorithm to align AMR subgraphs with Universal Dependencies subgraphs. Chen and
Palmer (2017) use an expectation-maximization algorithm to align AMR nodes with tokens in a Universal
Dependencies parse.

3.2.1 Performance of Alignments

A Typical Strategy. Quality of AMR alignments is generally understood in terms of coverage (over
portions of the AMR) and accuracy (typically measured as an F-score with respect to some gold align-
ments). However, the reality is more complex, and both measurements may need to be revised for several
reasons. First, different strategies of alignment do not always pick the same portions of the AMR as
things to align—with some aligning only nodes (Flanigan et al., 2014b; Liu et al., 2018), some aligning
nodes and edges (Pourdamghani et al., 2014), and some hierarchically aligning larger subgraphs (Szubert
et al., 2018). “Coverage” thus depends on what exactly is being aligned. Second, the gold data aligners
are evaluated on are not exactly the same. They reflect different philosophies of what and how AMR
components should be aligned, suggested there may not be an objectively correct strategy of alignment.
Third, it is not clear of either coverage or accuracy how they translate into smatch performance of AMR
parsers.

A Revised Strategy. At the very least, to understand the quality of AMR alignments we need to
measure alignment coverage with respect to varied components of the AMR and we need some measure
of learnability to promote alignments that parsers have a chance of emulating. This section summarizes
the performance of alignments in terms of two such measures.

I measure coverage in terms of smatch contribution which is designed to be more robust to the influence
of alignments on parser smatch performance. I implement smatch contribution as follows: given training
data and corresponding alignments and for a given type of aligned AMR components (e.g., single node
alignments, relations, etc.), I replace those AMR components with dummy nodes or edges, measure
smatch with the original AMRs, and subtract the value from 1. Smatch contribution thus is a measure
of the portion of perfect smatch that is potentially contributed by those components after being aligned.
Figure 2 summarizes the smatch contributions of 3 alignment systems over LDC2017T10 training data.
The equation for smatch contribution is shown in eq. (1), where amr′ is the gold AMR where all aligned
components of some type have been replaced with dummy nodes/relations. Smatch contribution has the
same sensitivity to both nodes and edges as smatch. For example, if parser fails to predict an unaligned
node, it will also probably fail to predict any edges attached to that node. So the influence of alignments
on smatch is more complex than just percent coverage of alignments. Smatch contribution better accounts
for this and better translates to differences in smatch performance.

SC = 1−SMATCH({ (amr,amr′) ∣ amr ∈ amrs}) (1)

I measure learnability in terms of entropy of AMR components conditioned on their aligned token
spans, as depicted in eq. (2). Conceptually, this should be a measure of how easy it is to predict the correct
AMR component given the token span as an input. Figure 3 summarizes the conditional entropies of 4
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SMATCH CONTRIBUTION

all alignments unaligned single concepts multiple nodes aligned relations
JAMR 0.900 0.100 0.345 0.151 —

ISI 0.759 0.241 0.282 0.083 0.091
TAMR in progress

Table 2: Alignments comparison: smatch contribution. In addition to the smatch contributions of aligned and
unaligned portions of AMRs in the LDC2017T10 training data, this table also shows smatch contributions of
particular types of aligned components.

CONDITIONAL ENTROPY

single concepts multiple nodes relations
JAMR 0.324 0.353 —

ISI 0.287 0.615 1.57
TAMR in progress

Table 3: Alignments comparison: conditional entropy of predicting correct concepts and relations conditioned on
all tokens in the aligned token span.

alignment systems with respect to 5 AMR components of interest.

Entropy(labels ∣tokens) = ∑
t∈tokens

∑
l∈labels

Pr(l,t) log
Pr(l,t)
Pr(t) (2)

Further drawbacks and potential points of improvement for current AMR alignment data sets are
described in the following section.

3.2.2 Drawbacks of Current Alignments

Coverage/Unaligned Nodes. No alignment dataset aligns every AMR node, meaning that for most
parsers, there is no reasonable way to predict certain nodes in the gold AMRs. Some papers (Ballesteros
and Al-Onaizan, 2017) address this problem by taking the union of alignment datasets to provide as much
node coverage as possible, but while still not reaching 100%.1

Mis-alignments. There are two notable types of alignment errors: non-synonymous and synonymous
errors. A non-synonymous error is an alignment between a token and an AMR component whose
semantics is not signalled by that token (e.g., cars → drive-01). A synonymous error happens when a
token is aligned to an AMR component with the correct meaning but in the wrong position of the AMR
(e.g. cars→ c1/car instead of c2/car). Conditional entropy indirectly measures non-synonymous errors,
but not synonymous errors. Non-synonymous errors can in particular be a problem in that they encourage
the parser during training to operate on token spans that are very far apart from each other when the
correct span is much closer.

Relation alignments. Most current alignment systems do not align relations, and those that do (Pour-
damghani et al., 2014) do so with low coverage and performance. Certain English function words
signal a semantics corresponding to AMR relations, and these include prepositions, relativizers, and
subordinators—words often used to denote relationships between two semantic arguments whether a noun
phrase or clause. For example, prepositions can signal :time (the meeting at 3), :location (born in
New York), and :ARG0 (killed by a lion). The semantics contributed by these tokens is not in general easy
to infer without relation alignments.

Reentrancies. AMR allows reentrancies, which are additional edges pointing to a single node such that
AMR nodes can have multiple parents. Reentrancies are associated with control structures and coreference

1There are some AMR concepts which arguably should not be aligned to any token. These include multi-sentence which
is an AMR notation only and you in an English imperative sentence where no corresponding token is pronounced.
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BINARY

COMBINATOR SYMBOL LEFT RIGHT RESULT

forward application > X/Y Y X
backward application < Y X/Y X
forward composition >B X/Y Y/Z X/Z

backward composition <B Y/Z X/Y X/Z
UNARY

forward type raising >T[Y] X Y/(Y/X)
backward type raising <T[Y] X Y/(Y/X)

Figure 1: Syntactic Effects of CCG Combinators. Each binary combinator applies to two constituents with su-
pertags of the form shown and produces the result shown, while each unary combinator applies to one constituent
and produces the result shown.

and are one the features that make AMR both more complex and more difficult to parse than Universal
Dependencies and other tree-shaped data structures. Reentrancies from coreference may be a problem
for parsers because they can result in an edge between nodes whose alignments are far away from each
other in the sentence. Conceptually, these edges follow vastly different behaviors than other AMR edges
the parser trains on—they can be between any two positions in a sentence and are signalled by different
linguistic structures than other semantic roles. Ideally, they would be predicted using a different strategy
than other edges, but currently coreference is not treated any differently or even identified in any alignment
datasets.2

Unrooted Alignments. When multiple nodes are aligned to a single span, it is generally expected that
any outgoing or incoming edges will be attached to the root of that component. In some cases, there is an
edge to/from a node below the root (e.g., tall math teacher → (person :ARG0-of (teach-01 :ARG1
math) :mod tall)), which is more difficult to predict and not handled by most parsers.

Other lexical signals. Linguistically speaking, some tokens are known to signal information that does
not map to a predicate or relation but which is useful for interpreting the meaning of nearby tokens. See
(Bonial, 2014) for discussion of English light verb constructions as an example. In the phrase “make the
test up”, up does not correspond to an AMR concept, but it does help disambiguate the correct sense of
make as make-up-01 instead of make-01. Particles, prepositions, and light verbs can be useful signals
for sense disambiguation and predicting semantic role labels, but only if they are known to be associated
with a particular head. Yet these tokens can be discontiguous with respect to their head and so normally
would not be aligned. One way to use these tokens as a signal would be to incorporate syntax into a parser
and use these tokens as input to the intermediary embeddings in the parser. Another way would be to
provide secondary alignments of these tokens and use them in the same way.

3.3 CCG Parsing: Background
Combinatory Categorial Grammar (CCG; Steedman, 2000a) is a lexicalized grammar formalism for
representing both syntax and semantics in way that maintains a transparent mapping between the two.
Objects in CCG are constituents, which can be either a word or a phrase and which are accompanied by a
syntactic label (a supertag) and a semantics. Operations in CCG are called combinators, and these are
used to combine or alter constituents in a conventional way. CCG used to build the syntax and semantics
of a sentence can be seen in Figure 2. The effects of several combinators are summarized in figure 1.

CCG parsing can be understood as a combination of two subtasks: supertagging where tokens are
assigned a syntactic label, and parsing where constituents are combined in a particular order using
combinators.

The most successful supertaggers seem to all rely on sequence models (Vaswani et al., 2016; Lewis
et al., 2016), but this trend has not been tested in several years. The parsing subtask has been shown

2Zhang et al. (2019a) addresses this issue by duplicating AMR nodes with reentrancies, essentially turning AMRs into trees.
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What did you decide to eat yesterday

Swhq/(Sq/NP) Sq/(Sb/NP)/NP NP Sb/NP/(Sto/NP) Sto/NP/(Sb/NP) Sb/NP/NP (S/NP)/(S/NP)
> <B×

Sq/(Sb/NP) Sb/NP/NP
>B

Sto/NP/NP
>B

Sb/NP/NP
>B

Sq/NP
>

Swhq

Figure 2: wh-question and control, relation-wise and non–relation-wise composition: “What did you decide
to eat yesterday?” B× stands for crossing composition, which has the same semantics as composition.

What did you decide to eat yesterday

Swhq/(Sq/NP) Sq/(Sb/NP)/NP NP Sb/NP/(Sto/NP) Sto/NP/(Sb/NP) Sb/NP/NP (S/NP)/(S/NP)
1 :ARG1 amr-unknown 2 :ARG0 1 you decide-01 :ARG0 2

:ARG1 ( 1 :ARG0 2 )
id eat-01 :ARG0 2

:ARG1 1
1 :time yesterday

> <B×

Sq/(Sb/NP) Sb/NP/NP

2 :ARG0 you eat-01 :ARG0 2 :ARG1 1

:time yesterday
>B

Sto/NP/NP
eat-01 :ARG0 2 :ARG1 1 :time yesterday

>RB

Sb/NP/NP
decide-01 :ARG0 2 :ARG1 (eat-01 :ARG0 2 :ARG1 1 :time yesterday)

>RB

Sq/NP
decide-01 :ARG0 y/you :ARG1 (eat-01 :ARG0 y :ARG1 1 :time yesterday)

>R

Swhq
decide-01 :ARG0 y/you :ARG1 (eat-01 :ARG0 y :ARG1 amr-unknown :time yesterday)

Figure 3: wh-question and control, relation-wise and non–relation-wise composition: “What did you decide
to eat yesterday?” B× stands for crossing composition, which has the same semantics as composition.

to be much easier given supertags (Bangalore and Joshi, 1999). Parsers may rely on transition-based
parsing (Misra and Artzi, 2016; Xu, 2016; Zhang and Clark, 2011), various search algorithms (Lewis and
Steedman, 2014), or be deterministic (Lewis et al., 2016).

One possible advantage of researching CCG parsing is that the state of the art has not changed in several
years and does not rely on recent advances in deep learning, such as transfer learning from a pre-trained
language model.

4 Data

AMR Datasets. AMR datasets of interest are LDC2017T10 and (in progress) LDC2020. LDC2017T10
contains 36k sentences, 1.3k sentences, and 1.3k sentences in train, dev, and test sets respectively.
LDC2020 is expected to include 59k sentences total.

CCGBank. The CCG dataset of interest is CCGBank (Hockenmaier and Steedman, 2007) which
includes 41k sentences.

5 AMR CCG Formalism3

At the heart of semantic parsing are two goals: the disambiguation of linguistic forms that can have multiple
meanings, and the normalization of morphological and syntactic variation. Among many techniques
for semantic parsing, one profitable direction exploits computational linguistic grammar formalisms
that make explicit the correspondence between the linguistic form of a sentence and the semantics (e.g.,
broad-coverage logical forms, or database queries in a domain-specific query language). In particular,

3Text taken from Blodgett and Schneider (2019)
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English semantic parsers using Combinatory Categorial Grammar (CCG; Steedman, 2000b) have been
quite successful thanks to the CCGBank resource (Hockenmaier and Steedman, 2007; Honnibal et al.,
2010) and the broad-coverage statistical parsing models trained on it (e.g., Clark and Curran, 2004; Lewis
et al., 2016; Clark et al., 2018).

The CCG formalism assumes that all language-specific grammatical information is stored in a lexi-
con: each word in the lexicon is associated with a structured syntactic category and a semantic form,
such that the compositional potentials of the category and the semantics are isomorphic. A small
universal set of combinators are responsible for assembling constituents into a full syntactic deriva-
tion; each combinator operates on adjacent constituents with appropriate categories to produce a new
constituent and its compositional semantics, subject to constraints. A full grammar thus allows well-
formed sentences to be transduced into semantic structures. The categories and combinators cooperate
to license productive syntactic constructions like control and wh-questions, requiring the correct word
order and producing the correct semantic dependencies. For example, consider the sentence “Who did
John seem to forget to invite to attend?”: the correct logical form—in propositional logic, something
like seem(forget(Johni, invite(Johni,who j,attend(who j))))—is nontrivial, requiring a precise account of
several constructions that conspire to produce long-range dependencies.

Whereas CCG traditionally uses some version of lambda calculus for its semantics, there has also been
initial work using CCG to build parsers for Abstract Meaning Representation (AMR; Banarescu et al.,
2013), a standard with which a large “sembank” of English sentences4 has been manually annotated.5 To
date, dozens of publications6 have used the corpus to train and evaluate semantic parsers—most using
graph-based or transition-based parsing methods (e.g., Flanigan et al., 2014a; Wang et al., 2016; Lyu
and Titov, 2018) to transform the sentence string or syntactic parse into a semantic graph via a learned
statistical model, without any explicit characterization of the syntax-semantics interface. There is good
reason to apply CCG to the AMR parsing task: apart from transparency of the syntax-semantics interface,
state-of-the-art AMR parsers are known to be weak at reentrancy (e.g., Lyu and Titov, 2018), which
presumably can be partially attributed to syntactic reentrancy in control constructions, for example. Prior
work applying CCG to AMR parsing has begun to address this, but some of the important mechanisms that
make CCG a linguistically powerful and robust theory have yet to be incorporated into these approaches.

In this paper, we build on a core insight of previous work (e.g., Artzi et al., 2015; Beschke and Menzel,
2018) that AMR fragments can be directly represented as the semantics of CCG lexical entries. With
appropriate definitions of the lexical items and combinatorial rules of CCG, the compositionality of CCG
gives a derivation of a full AMR “for free”. In other words, AMR parsing can be reduced to CCG parsing
(plus some additional semantic disambiguation and postprocessing). On a practical level, this should
allow us to take advantage of existing CCG datasets and parsing methods for AMR parsing. In addition,
explicitly storing AMR fragments in the CCG lexicon would provide a level of interpretability not seen in
most statistical AMR parsers: the transparent syntax-semantics interface would decouple errors in the
grammar from errors in the parsing model.

As a prerequisite for building a CCG-based AMR parser, or inducing a broad-coverage grammar (CCG
lexicon) from data, we consider in this paper the formal mechanisms that would be necessary to derive
AMRs with linguistic robustness. In particular, we address a variety of challenging syntactic phenomena
with respect to AMR, showing the semantic fragments, associated syntactic categories, and combinators
that will facilitate parsing of constructions including control, wh-questions, relative clauses, case marking,
nonconstituent coordination, eventive nouns, and light verbs. In so doing, we offer new semantics of
combinators for semantic graphs beyond the proposals of previous work.

My previous research Blodgett and Schneider (2019) develops a formalism for combining CCG with
AMR, by representing each word’s semantics as a subgraph of the AMR and defining combinators for
combining them. A key feature of this strategy is that it relies on AMR alignments of both nodes and

4See https://amr.isi.edu/download.html
5As originally defined, AMR is English-specific. However, a companion annotation standard, corpus, and parsers exist for

Chinese (Xue et al., 2014; Li et al., 2016; Wang et al., 2018), and initial investigations have been made toward adapting AMR to
several other languages (Xue et al., 2014; Migueles-Abraira et al., 2018; Anchiêta and Pardo, 2018).

6https://nert-nlp.github.io/AMR-Bibliography/ is a categorized list of publications about or using AMR.

https://amr.isi.edu/download.html
https://nert-nlp.github.io/AMR-Bibliography/
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r/read-01

λy λx

S/NP2/NP1 : :ARG0 :ARG1

((a)) “read”; r/read-01 :ARG0 2

:ARG1 1

λx

y/yellow

N/N :

:m
od

((b)) “yellow”; 1 :mod
y/yellow

(S/NP)/(S/NP)2/NP1 :

λy

λx

:location
((c)) “at”; 2 :location
1

λxNP/N :

((d)) “the”; id

Figure 4: Linguistic examples as AMR subgraphs: (a) transitive verb, (b) adjective, (c) preposition (in VP adjunct),
(d) determiner (identity semantics).

relations to tokens.

6 Aligning Relations

The formalism described in the last section requires that the semantics of each word contains its normal
alignment as well as its argument structure. In other words, a set of alignments compatible with joint
AMR-CCG parsing will need to include relation alignments. Relation alignments are also potentially quite
beneficial as already discussed in §3.2. Particular function words, especially prepositions, relativizers, and
subordinators often signal relations—a fact ignored by most alignment datasets available. See figure 5 as
an example.

sentence relation
"He was born in Chicago" :location

"The meeting is at 3" :time
"if you need anything, tell me" :condition

"The antelope was being chased by a lion" :ARG0
"the man who we met last week" :ARG1-of

Figure 5: Examples of function words and the AMR relations they should be aligned to

I will improve current AMR alignments by adding alignments between tokens and relations. I will
automatically align AMR relations, given the AMR node alignments already provided by JAMR and
ISI, using a variation of IBM model 2 and a list of candidate tokens. We can call these relation-wise
alignments, which I hypothesize will be useful for parsing in general and are necessary for CCG parsing.
An illustration of this alignment task is shown in figure 6. The goal is to align a relation such as :location
to one of several candidates: its parent, child, and unaligned tokens to the right, left, and in the middle
of the aligned tokens of its parent and child. IBM model 2 is a statistical alignment model based on
expectation-maximization with an additional probability of the absolute position of alignment candidates.
I modified this model to, instead of using an index for each position, use named positions in order to
incorporate the likelihood of aligning to a parent, a child, etc.

Expected contributions. I plan to provide an automatic aligner for relations given node alignments,
release the alignment data, and later demonstrate that these alignments are useful in parsing.

born-01

i Chicago

“I was born in Chicago, the city of. . . ”

:ARG0 :location

:location

born Chicago was in the

PARENT CHILD L0 M0 R0

Figure 6: An example of the relation alignment task. The goal is to align the relation :location to one of
several candidate tokens: tokens aligned to the relation’s parent, tokens aligned to its child, and unaligned tokens
(underlined) to the left, right, or in the middle of the parent and child alignments.
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6.1 Details of Converting Alignments to CCG Semantics

Non-core roles. The main context where aligned relations will be useful is for non-core relations such
as :time, :location, :condition, :prep-X, etc. There are cases where these should be aligned to a
child (e.g. “We arrived yesterday”, yesterday→ :time yesterday) as well as to a function word such
as a preposition (e.g. “the meeting is at 3” at→ :time). There is a clear motivation for relying on these
tokens for predicting the right relation when parsing.

Core roles. Core-role relations such as :ARG0, :ARG1, :ARG2, :op1, :op2, etc. are less critical for
alignment since they should almost always be aligned to the relation’s parent. There are some exceptions:
“by” can be used to signal :ARG0 and prepositional phrases are sometimes taken as core arguments (e.g. “I
decided on my major” on → :ARG1). So, there I will need to decide if it is better to align all core-role
relations heuristically or try to detect these cases.

Analysis of Compositionality. One interesting area for analysis that hope to delve into is how well
AMR semantics obeys constituency structure—in other words, how well AMR subgraphs map onto spans
of tokens. This analysis would help us see to what degree the difficulty of AMR parsing derives from
its non-projectivity, incorporation of coreference, and other phenomena which do not obey constituency
structure.

Removing Coreference. CCG derivations cannot parse coreference, which is strictly not a syntactic
phenomenon but rather a discourse phenomenon. In order to deal with coreference, we will need to
identify cases of coreference and remove them from training AMRs and then use a coreference system to
predict them at decoding time as a post-processing step. This may actually help our parser’s performance:
Since coreferent reentrancies are known to be a difficult part of AMR parsing and are also reasonably
considered to be a completely different task than semantic role labelling, predicting coreference as a
post-processing step may improve performance rather than lower it. If that isn’t the case, I will consider
adding it as a joint subtask for the parser.

Separating Lexical Semantics from Argument Structure. Given the AMR semantic subgraphs
discussed in §5, it may be useful to factorize them into parts so that predicting lexical semantics is
less cumbersome for the parser. I propose to have one subtask for predicting lexical concepts (such as
give-01) and another subtask for predicting argument structure (such as :ARG0 x :ARG1 y :ARG2 z).
Factorizing the task in this way will also allow the parser better to produce argument structures that are
unseen for a particular word.

Mismatches between AMR structure and CCG. In the data we have seen so for, there are occasionally
mismatches between the number of syntactic arguments required by a predicted CCG tag and the number
of semantic arguments required by the correct AMR alignment. These result in discrepancies between
AMR and CCG. The good news is, because of the number mismatch, these cases are easy to identify in
the data. There are two approaches we can take to addressing this problem: (1) we can use rule-based
heuristic to modify the supertags in cases where there is a mismatch, or (2) when jointly parsing CCG
along with AMR, we can add constraints forcing the parser to choose supertags that better match the
AMR predictions.

7 Transition-based CCG Parser

I will build a neural transition-based Combinatory Categorial Grammar (CCG) parser that incorporates
the tasks of super-tagging and parsing and using Stack-LSTMs (Ballesteros and Al-Onaizan, 2017). An
advantage of using CCG is that while it is versatile, little recent work has been done (SOTA; Vaswani
et al., 2016), leaving open significant opportunities for improvement with modern deep learning strategies.

Expected Contributions. I plan to build a transition-based CCG parser with actions more closely
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action BUFFER STACK

INIT [What did you decide to eat yesterday] []
<Bx [What did you decide to eat_yesterday] []
>B [What did you decide to_eat_yesterday] []
>B [What did you decide_to_eat_yesterday] []

STORE [What did you] [decide_to_eat_yesterday]
> [What did_you] [decide_to_eat_yesterday]

UNSTORE [What did_you decide_to_eat_yesterday] []
>B [What did_you_decide_to_eat_yesterday] []
> [What_did_you_decide_to_eat_yesterday] []

Figure 7: A Transition-based CCG derivation of “What did you decide to eat yesterday” using the transition
paradigm proposed in this section. All words are added to the buffer at initialization. Actions corresponding
to combinators are applied to tokens on top of the buffer. The actions STORE and UNSTORE are used to shift
constituents to or from the stack. Constituents are depicted in different colors.

resembling CCG combinators than those of previous work. I will also integrate supertagging and
parsing in the following way—the parser will assign supertags to tokens only immediately before using a
combinator on them in order to take maximum advantage of the parser’s history while supertagging. I
will also take advantage of transfer learning of a pre-trained language model such as BERT or RoBERTa,
which together with the proposed architecture will hopefully surpass the state of the art.

7.1 Related Work
Previous work on CCG parsing using a transition-based parser includes Xu (2016), Misra and Artzi (2016),
and Zhang and Clark (2011), all of which use a shift-seduce paradigm from literature on dependency
parsing (Nivre and Scholz, 2004; Yamada and Matsumoto, 2003). Zhang and Clark (2011) used an
averaged perceptron model for prediction, Misra and Artzi (2016) used a multilayer perceptron, and
Xu (2016) factorized the task and used several LSTMs. To my knowledge, we will be the first to use a
Stack-LSTM for this task, the first to use the paradigm described below which I propose is better suited
for CCG, and the first to use a pre-trained language model in this task.

7.2 Methodology

Actions based on Combinators. An example derivation in the architecture I have planned is demon-
strated in figure 7. The parser will initialize a state machine with all tokens in the buffer. The actions
will take advantage of a heuristic that CCG in English tends to combine constituents toward the end of
a sentence first. The list of actions will be a list of combinators (<, >, <B, >B, >T, etc.) where each
combinator applies to the top two constituents in the buffer (or top 1 for unary combinators). There will be
an additional two actions STORE and UNSTORE which move a constituent from the top of the buffer to the
top of the stack or vice versa. In this way, the parser can either apply a combinator to tokens/constituents
at the top of the buffer or STORE/UNSTORE until the buffer is in a state where it can apply a combinator.
Figure 7 shows this process for the sentence "What did you decide to eat yesterday".

Integrating Supertagging and Parsing. CCG supertagging is the most difficult part of CCG parsing.
In order to best take advantage of the proposed architecture for supertagging, I plan supertag “lazily”—
in other words, only at the last opportunity. This will allow the parser to feed as much input into
the supertagging component of the parser as possible, including the action history and intermediary
embeddings.

8 Joint AMR-CCG Parser

The main contribution will be building a parser that jointly predicts syntax and semantics using CCG and
AMR. CCG is a robust linguistic formalism which composes words into constituents, building both their
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syntax and semantics, until resulting in the sentence semantics and syntactic derivation. Since CCG is
already designed to build syntax and semantics jointly with a one-to-one mapping between syntax and
semantics, it is ideal for introducing linguistic inductive biases into parsing. CCG is normally used with
lambda calculus as its semantics, but is extendable to AMR by relying on (Blodgett and Schneider, 2019).
This work will test my main research hypothesis by improving AMR parsing by introducing linguistic
inductive biases and making semantic parsing more interpretable.

8.1 Related Work7

AMR formalizes sentence meaning via a graph structure. The AMR for an English sentence is a directed
acyclic graph that abstracts away from morphological and syntactic details such as word order, voice,
definiteness, and morphology, focusing instead on lexical semantic predicates, roles, and relations.
Semantic predicate-argument structures are based on the PropBank frame lexicon (Kingsbury and Palmer,
2002) and its frame-specific core argument roles (named ARG0, ARG1, etc.). AMR supplements these with
its own inventory of noncore relations like :time and :purpose, and some specialized frames for the
semantics of comparison, for example. Named entities are typed and linked to Wikipedia pages; dates and
other values are normalized. Edges in the graph correspond to roles/relations, and nodes to predicate or
non-predicate “concepts”, which are lemmatized. Reentrancy is used for within-sentence coreference.

A limited amount of prior research has combined CCG and AMR. Artzi et al. (2015) and Misra and
Artzi (2016) develop an AMR parser using CCG by reformulating AMR graphs as logical forms in
lambda calculus. We opt here for an approach similar to that of Beschke and Menzel (2018), where AMR
subgraphs with free variables are treated as the semantics in the CCG lexicon. This requires definitions of
the combinators that operate directly on AMR subgraphs rather than lambda calculus expressions.

Beschke and Menzel (2018) situate their formalization within the literature on graph grammars. They
formulate their approach in terms of the HR algebra (Courcelle and Engelfriet, 2012), which Koller (2015)
had applied to AMR graphs (but not with CCG). In this formalism, graph fragments called s-graphs are
assembled to derive full graphs. S-graphs are equivalent to the AMR subgraphs described in this paper.

In particular, Beschke and Menzel define the semantics of CCG combinators in terms of HR-algebraic
operations on s-graphs. They discuss a small set of combinators from Lewis and Steedman (2014) that
includes forward and backward application and forward, backward, crossed, and generalized variants
of composition. We introduce equivalent semantics for application and composition, avoiding the
conceptually heavy notation and formalism from the HR algebra. They also specify Conjunction and
Identity combinators, which we adapt slightly to suit our needs, and a Punctuation combinator. More
significantly, they treat unary operators such as type raising to have no effect on the semantics, whereas
we will take another route for type raising, and will introduce new, relation-wise versions of application
and composition. Finally, whereas Beschke and Menzel devote most of their paper to a lexicon induction
algorithm and experiments, we focus on the linguistic motivation for our definition of the combinators,
and leave the development of suitable lexicon induction techniques to future work.

A related graph formalism called hyperedge replacement grammar is also used in the AMR parsing
literature (Jones et al., 2012; Chiang et al., 2013; Peng et al., 2015; Peng and Gildea, 2016; Björklund
et al., 2016; Groschwitz et al., 2018). Hyperedge replacement grammars (Rozenberg, 1997) are a formal
way of combining subgraphs to derive a larger graph, based on an extension of Context Free Grammars
to graphs instead of strings. Readers may assume that the graph formalism described in this paper is a
simplified hyperedge replacement grammar which only allows hyperedges of rank 1.

Expected Contributions. I will build a joint AMR-CCG parser using a transition-based framework8

and the formalism described in §5. My research on developing this parser will have a goal of answering
the main research questions of my dissertation, namely, is syntax an effective way to add inductive biases
to AMR parsing, improving performance, and does the introduction of syntax make semantic parsing
more interpretable? To train, I will need to add CCG parses to my AMR training data, which can be done

7Text taken from Blodgett and Schneider (2019)
8Technically, it will be both composition- and transition-based.
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automatically and corrected if necessary. To improve performance, the CCG component of the parser will
be pre-trained on CCGBank data.

Benefits of adding syntax to AMR parsing. I expect several benefits from adding CCG syntax to
this type of AMR parsing framework. First, an inductive bias for the order of composing elements
will improve the parser’s ability to learn from training data compared to other transition-based models.
Second, CCG—extended by Blodgett and Schneider’s (2019) formalism—has clear procedures for dealing
with most reentrancies and long-range dependencies, which pose a problem for other parsers. Third,
intermediary graph embeddings incorporating function words will (guided by syntax) add new signals for
predicting word senses and argument structure. Fourth, the parser having both syntactic and semantic
symbolic representation and a clear mapping between them will promote explainability/interpretability in
terms of linguistic analysis, error analysis, and diagnostics for building better parsers.

Dealing with Unseen Data. Given that the parser combines several sources of data—English text,
AMRs, CCG parses—it is helpful for me to consider in each case how to handle unseen data. Many AMR
parsers use reasonable backoffs when dealing with unseen data, for example, predicting a unseen token’s
string as the concept of an AMR node or applying a rule based template to an unseen named entity. These
backoffs all involve applying some deterministic rule instead of relying on machine learning. There is
a tradeoff between these rule-based heuristics and relying on machine learning when the data becomes
more sparse. I will need to consider the best ways to take advantage of this tradeoff.

Testing my Research Question. Once I have a joint AMR-CCG parser I will evaluate its smatch
performance, as well as its accuracy predicting CCG, and its AMR performance using more the more
fine-grained evaluation script of Damonte et al. (2017) and hopefully other evaluation scripts which are
still being developed. Damonte et al.’s (2017) script evaluates AMR performance on several subtasks
including word senses, semantic roles, rerentrancies, negation, and others. I will also do an error analysis
of the parser’s performance on text outside the domain of LDC2017T10 to see how the parser generalizes
and why any errors occur. I will in general be interested in why errors arise—if they come about because
of difficulty predicting supertags or predicting AMR lexical semantics or from something else. I hope to
also evaluate how explainable/interpretable the resulting derivations and predictions are. Some options
are described in the next section.

9 Optional Experiments that may or may need be completed in the Dissertation

9.1 (Optionally) Build an AMR parser that is trained on CCG constituency structure
This would be an interesting control case for two reasons. First, it would allow us to see how well a model
can parse AMR while obeying constituency structure (and parsing only projective AMRs). Second, it
would allow us to separate aspects of parsing which can be performed by composition from coreference
and other aspects which cannot be performed compositionally.

9.2 (Optionally) Build an AMR parser whose constituency and composition is constrained by
the output of a pre-trained CCG parser

This would allow the parser to rely on the current state-of-the-art CCG parser (Vaswani et al., 2016) and
others to train and decode. This would also be an interesting control case which would allow us to see
how well CCG functions as a linguistic inductive bias as well as how the performance of the CCG parsing
affects the performance of AMR parsing.

9.3 (Optionally) Conduct an analysis of the “explainability/interpretability” of this strategy of
parsing

The last chapter might focus on an analysis of the explainability of this strategy of semantic parsing. One
project I have considered is adding the semantic parser as a sub-module to another NLU task while sharing
parameters with the other components. For example, the project could focus on adding a semantic parser
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to a question answering task to see if the resulting parses give insight into what the model is “thinking”
and why the model makes the errors that it does.

10 Time Table

There are three major components of the research of my dissertation that I need to complete—not including
the formalism described in §5 which is already presented in Blodgett and Schneider (2019). The three parts
are: Automatically aligning AMR relations as described in §6, which is a prerequisite for combining AMR
and CCG, building a transition-based CCG parser as described in §7, and building a joint AMR-CCG
parser as described in §8.

Focus
1st Semester November Relation alignment

December (in progress)
2nd Semester January

February
March Transition-based CCG Parsing
April
May

3rd Semester August
September

October Joint AMR-CCG Parsing
November
December

4th Semester January
February

March Final Writing
April
May

Table 4: Time Table

References
Rafael Torres Anchiêta and Thiago Alexandre Salgueiro Pardo. 2018. Towards AMR-BR: A SemBank for Brazil-

ian Portuguese language. In Proc. of LREC, pages 974–979, Miyazaki, Japan.

Yoav Artzi, Kenton Lee, and Luke Zettlemoyer. 2015. Broad-coverage CCG semantic parsing with AMR. In Proc.
of EMNLP, pages 1699–1710, Lisbon, Portugal.

Miguel Ballesteros and Yaser Al-Onaizan. 2017. Amr parsing using stack-lstms. In EMNLP.

Laura Banarescu, Claire Bonial, Shu Cai, Madalina Georgescu, Kira Griffitt, Ulf Hermjakob, Kevin Knight, Philipp
Koehn, Martha Palmer, and Nathan Schneider. 2013. Abstract Meaning Representation for sembanking. In Proc.
of the 7th Linguistic Annotation Workshop and Interoperability with Discourse, pages 178–186, Sofia, Bulgaria.

Srinivas Bangalore and Aravind K. Joshi. 1999. Supertagging: An approach to almost parsing.

Sebastian Beschke and Wolfgang Menzel. 2018. Graph Algebraic Combinatory Categorial Grammar. In Proc. of
*SEM, pages 54–64, New Orleans, Louisiana.

Henrik Björklund, Frank Drewes, and Petter Ericson. 2016. Between a rock and a hard place – Uniform parsing for
hyperedge replacement DAG grammars. In Language and Automata Theory and Applications, Lecture Notes
in Computer Science, pages 521–532.

Austin Blodgett and Nathan Schneider. 2019. An improved approach for semantic graph composition with ccg.
ArXiv, abs/1903.11770.



16

Claire Nicole Bonial. 2014. Take a look at this! form, function and productivity of english light verb constructions.

Wei-Te Chen and Martha Palmer. 2017. Unsupervised amr-dependency parse alignment. In EACL.

David Chiang, Jacob Andreas, Daniel Bauer, Karl Moritz Hermann, Bevan Jones, and Kevin Knight. 2013. Parsing
graphs with hyperedge replacement grammars. In Proc. of ACL, pages 924–932, Sofia, Bulgaria.

Kevin Clark, Minh-Thang Luong, Christopher D. Manning, and Quoc Le. 2018. Semi-supervised sequence mod-
eling with cross-view training. In Proc. of EMNLP, pages 1914–1925, Brussels, Belgium.

Stephen Clark and James R Curran. 2004. Parsing the WSJ using CCG and log-linear models. In Proc. of ACL,
pages 103–110, Barcelona, Spain.

Bruno Courcelle and Joost Engelfriet. 2012. Graph Structure and Monadic Second-Order Logic: A Language-
Theoretic Approach. Cambridge University Press.

Marco Damonte, Shay B. Cohen, and Giorgio Satta. 2017. An incremental parser for abstract meaning represen-
tation. In Proceedings of the 15th Conference of the European Chapter of the Association for Computational
Linguistics: Volume 1, Long Papers, pages 536–546, Valencia, Spain. Association for Computational Linguis-
tics.

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. 2019. Bert: Pre-training of deep bidirec-
tional transformers for language understanding. In NAACL-HLT.

Chris Dyer, Miguel Ballesteros, Wang Ling, Austin Matthews, and Noah A. Smith. 2015. Transition-based depen-
dency parsing with stack long short-term memory. In ACL.

Jeffrey Flanigan, Sam Thomson, Jaime Carbonell, Chris Dyer, and Noah A. Smith. 2014a. A discriminative graph-
based parser for the Abstract Meaning Representation. In Proc. of ACL, pages 1426–1436, Baltimore, Maryland,
USA.

Jeffrey Flanigan, Sam Thomson, Jaime G. Carbonell, Chris Dyer, and Noah A. Smith. 2014b. A discriminative
graph-based parser for the abstract meaning representation. In ACL.

Jonas Groschwitz, Matthias Lindemann, Meaghan Fowlie, Mark Johnson, and Alexander Koller. 2018. AMR
dependency parsing with a typed semantic algebra. In Proc. of ACL, pages 1831–1841, Melbourne, Australia.

Julia Hockenmaier and Mark Steedman. 2007. Ccgbank: A corpus of ccg derivations and dependency structures
extracted from the penn treebank. Computational Linguistics, 33:355–396.

Matthew Honnibal, James R. Curran, and Johan Bos. 2010. Rebanking CCGbank for improved NP interpretation.
In Proc. of ACL, pages 207–215, Uppsala, Sweden.

Bevan Jones, Jacob Andreas, Daniel Bauer, Karl Moritz Hermann, and Kevin Knight. 2012. Semantics-based
machine translation with hyperedge replacement grammars. In Proc. of COLING 2012, pages 1359–1376,
Mumbai, India.

Paul Kingsbury and Martha Palmer. 2002. From TreeBank to PropBank. In Proc. of LREC, pages 1989–1993, Las
Palmas, Canary Islands.

Alexander Koller. 2015. Semantic construction with graph grammars. In Proc. of IWCS, pages 228–238, London,
UK.

Mike Lewis, Kenton Lee, and Luke S. Zettlemoyer. 2016. Lstm ccg parsing. In HLT-NAACL.

Mike Lewis and Mark Steedman. 2014. A* CCG parsing with a supertag-factored model. In Proc. of EMNLP,
pages 990–1000, Doha, Qatar.

Bin Li, Yuan Wen, Lijun Bu, Weiguang Qu, and Nianwen Xue. 2016. Annotating The Little Prince with Chinese
AMRs. In Proc. of LAW X – the 10th Linguistic Annotation Workshop, pages 7–15, Berlin, Germany.

Yijia Liu, Wanxiang Che, Bo Zheng, Bing Qin, and Ting Liu. 2018. An amr aligner tuned by transition-based
parser. In EMNLP.

Chunchuan Lyu and Ivan Titov. 2018. AMR parsing as graph prediction with latent alignment. In Proc. of ACL,
pages 397–407, Melbourne, Australia.

https://www.aclweb.org/anthology/E17-1051
https://www.aclweb.org/anthology/E17-1051


17

Noelia Migueles-Abraira, Rodrigo Agerri, and Arantza Diaz de Ilarraza. 2018. Annotating Abstract Meaning
Representations for Spanish. In Proc. of LREC, pages 3074–3078, Miyazaki, Japan.

Dipendra Kumar Misra and Yoav Artzi. 2016. Neural shift-reduce CCG semantic parsing. In Proc. of EMNLP,
pages 1775–1786, Austin, Texas.

Tahira Naseem, Abhishek Shah, Hui Wan, Radu Florian, Salim Roukos, and Miguel Ballesteros. 2019. Rewarding
smatch: Transition-based amr parsing with reinforcement learning. In ACL.

Joakim Nivre and Mario Scholz. 2004. Deterministic dependency parsing of English text. In COLING 2004: Pro-
ceedings of the 20th International Conference on Computational Linguistics, pages 64–70, Geneva, Switzerland.
COLING.

Rik van Noord and Johan Bos. 2017. Neural semantic parsing by character-based translation: Experiments with
abstract meaning representations. ArXiv, abs/1705.09980.

Stephan Oepen, Omri Abend, Jan Hajic, Daniel Hershcovich, Marco Kuhlmann, Tim O’Gorman, Nianwen Xue,
Jayeol Chun, Milan Straka, and Zdenka Urešová. 2019. Mrp 2019: Cross-framework meaning representation
parsing. In Proceedings of the Shared Task on Cross-Framework Meaning Representation Parsing at the 2019
Conference on Natural Language Learning, pages 1–27.

Xiaochang Peng and Daniel Gildea. 2016. UofR at SemEval-2016 Task 8: Learning Synchronous Hyperedge
Replacement Grammar for AMR parsing. In Proc. of SemEval, pages 1185–1189, San Diego, California, USA.

Xiaochang Peng, Linfeng Song, and Daniel Gildea. 2015. A Synchronous Hyperedge Replacement Grammar
based approach for AMR parsing. In Proc. of CoNLL, pages 32–41, Beijing, China.

Nima Pourdamghani, Yang Gao, Ulf Hermjakob, and Kevin Knight. 2014. Aligning english strings with abstract
meaning representation graphs. In EMNLP.

Grzegorz Rozenberg. 1997. Handbook of Graph Grammars and Comp., volume 1. World scientific.

Mark Steedman. 2000a. The syntactic process. In Language, speech, and communication.

Mark Steedman. 2000b. The Syntatic Process. MIT Press, Cambridge, MA.

Ida Szubert, Adam Lopez, and Nathan Schneider. 2018. A structured syntax-semantics interface for english-amr
alignment. In NAACL-HLT.

Ashish Vaswani, Yonatan Bisk, Kenji Sagae, and Ryan Musa. 2016. Supertagging with lstms. In HLT-NAACL.

Chuan Wang, Bin Li, and Nianwen Xue. 2018. Transition-based Chinese AMR parsing. In Proc. of NAACL-HLT,
pages 247–252, New Orleans, Louisiana.

Chuan Wang, Sameer Pradhan, Xiaoman Pan, Heng Ji, and Nianwen Xue. 2016. CAMR at SemEval-2016 Task
8: An extended transition-based AMR parser. In Proc. of SemEval, pages 1173–1178, San Diego, California,
USA.

Chuan Wang and Nianwen Xue. 2017. Getting the most out of amr parsing. In EMNLP.

Wenduan Xu. 2016. Lstm shift-reduce ccg parsing. In EMNLP.
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